Evaluating Italian multiword expression recognition in LLMs:
A comparative analysis of LLaMA, Mistral, and Gemma
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This study investigates the ability of large language models (LLMs) to identify
Italian multiword expressions (MWESs), focusing on how model size influences
recognition accuracy. Three architectures (LLaMA-3.3-70B, Mistral-7B, and
Gemma-3-4B) were evaluated on a curated dataset of 770 MWEs spanning various
syntactic categories. Model outputs were manually annotated on a 0-3 scale for
recognition accuracy. Results show that LLaMA achieves the highest average
score (1.79), outperforming Mistral (1.52) and Gemma (1.52). LLaMA performs
best with verbal MWEs, while smaller models still handle frequent or
morphologically stable expressions competently. All models struggle with
semantically opaque or variable MWEs, revealing continued dependence on
surface-level token patterns rather than deeper semantic generalization.

Model Score 0 Score 1 Score 2 Score 3
LLaMA 34.34% 0.34% 17.47% 47.84%
Mistral 40.58% 2.13% 21.87% 35.42%
Gemma 38.11% 5.87% 21.95% 34.08%

Table 1: Summary of manual evaluation scores for each model

The performance gap between LLaMA and smaller models, while measurable,
remains moderate. Smaller architectures demonstrate potential for improvement
through targeted fine-tuning. Sentence length correlates negatively with accuracy,
particularly for compact models, indicating that structural complexity still
challenges current LLM architectures. These findings suggest that compact models
such as Mistral and Gemma may approach LLM-level competence in idiomatic
recognition through specialization. This paves the way for more linguistically
aware and computationally sustainable NLP systems.
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